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Abstract

Ubiquitous computing envisions a habitat where #teindance of mobile devices, services and
applications allows the physical and virtual wortdsbecome seamlessly merged. Users in such aahabit
can access their applications and data anywherarmytime, and perform everyday tasks with greadsee
Applications are not bound to any single device migrate with the user across different environment
(rooms, buildings or even cities). There are, havea number of challenges towards developing rapbil
ubiquitous applications. Applications need to bk db adapt, automatically, as they are migratedden
environments with different resources (devicesyises and applications) and different contexts.yTélso
need to recover from failures of devices and corepts) automatically.

The promise of ubiquitous computing environment not be realized unless these systems can
effectively "disappear". In order to do that, theged to become autonomic, by managing their own
evolution and configuration with minimal user intention. This paper introduces the notion of agtian
polymorphism, where applications can adapt to chfieé contexts, resource availabilities and failuogs
changing their structure. While the structure diypwrphic applications can change during adaptatios
semantics, state and functionality of the appliatire preserved as far as possible. This allowssus
perform the same tasks seamlessly as they movesértenvironments or when their applications fdilisT

paper describes a framework for autonomic ubigsitoamputing based on mobile, self-configuring,-self

repairing, polymorphic applications.



Keywords: Ubiquitous Computing, Autonomic Computingpplication Mobility, Fault Tolerance,

Ontologies, Semantic Discovery and Matchmaking

1. Introduction

Ubiquitous Computing promotes a physical environimibat seamlessly assimilates digital devices. It
provides a framework for users to access theiriegipdns and data anywhere in the environment. This
paper focuses on a particular kind of ubiquitoumpoting environment called an Active Space. An ¥eti
Space consists of a physically bounded space @uobm, a floor or a building) containing a largenber
of physical and digital devices that help user$quar their tasks easily.

Mark Weiser, one of the founders of the field ofquiitous computing, in his seminal paper [20],
envisioned ubiquitous computing as a system in whapplications move with the user. He further
envisioned a ubiquitous system as an “invisibleht®logy that does not intrude user’'s consciousness
[22]. The former vision requires applications tognaite automatically with the user and adapt tced#ft
contexts and resource availabilities, while théetatision requires faults in the system to be anatically
masked and applications adapted to surviving ressur Therefore, an important requirement of a
ubiquitous computing system is the automatic admptaf applications.

The problem of adapting mobile applications to diag resource availabilities and to failures is an
important one for ubiquitous computing. Differesftiquitous computing environments are bound to have
different devices, services, applications, poliaesl architectures. Hence, mobile applications redae
able to make use of whatever resources are awailalthe environment in order to allow users tayan
with their tasks. Also, since ubiquitous computenyironments are often built of COTS componentsy th
can fail. Applications must be able to recover fréailures gracefully. This motivates the need for
ubiquitous computing environments to be autonodplications must be able to re-configure themselve
automatically as they migrate from one environm@mtanother. They must also be able to repair
themselves in case of failures.

This paper presents the notion agplication polymorphismwherein applications can change their

structure in order to adapt to different environitseand recover from failures. Application polymagrh



helps in allowing mobile, ubiquitous applicatiomslie adaptive, self-configuring and self-repairimyis

notion of application polymorphism forms the basfi®ur framework for autonomic ubiquitous computing

The structure of a polymorphic application in artide Space is based on the Model-View-Controller
framework [18]. An application consists of inpubftroller), output (view) and logic (model) compoie
For example, a presentation application (Powerfpai be split into (i) one model component thatsru
on a laptop and maintains the high-level statdefapplication such as the name of the file benagented
and the slide number; (ii) one controller comportbat runs on a desktop and allows the user togatei
the slides and (iii) many view components that am several wall-mounted displays. Application
adaptation occurs whenever the application migratesother Active Space or when a device on whith
application component is running fails. Each congarof the application is adapted independenthethas
on ontologies and recomposed. In addition, the munab instances of the components (i.e. component
cardinality) can change based on the availabifityesources in the Active Space.

This framework allows 3 kinds of application addjata or change:

1. Change in the type of components — for examplegwePPoint view can be replaced by an Acrobat
Reader view with suitable transcoding, since aroBat Reader can also be used for slide-shows.

2. Change in the devices on which these components- fian example, a controller for the slide-show
may initially have been running on a laptop. In tieav space, the controller may be instantiated on a
PDA due to unavailability of a similar laptop.

3. Change in the number of components — for exampke,number of views of an application (like
Acrobat Reader) can be increased if there are madlymounted displays that can be used to show
the slides in the new environment.

While applications can adapt in the above mantkeey, should still allow users to perform the orain
intended tasks. For example, if the original aglan used Windows Media Player to play a wmv ditea
laptop speaker, then, after adaptation, the nevicapipn structure should still allow the user istén to
music. The new application may use different congpts (like RealPlayer or iTunes), different file
formats (mp3 or aac) and different devices (likeeotspeakers in the room or a cellphone). Howeber,

basic task of allowing the user to listen to mutiould still be supported.



In order to achieve this, this paper proposes thgom of semantic similarity of application
components. The authors’ view of the semanticsmofjaplication component is based on the tasks the
component allows the user to perform. So, an agidic component can be substituted by another
component if it also allows the user to perform shene intended tasks. For example, a PowerPoint vie
can be substituted by an Acrobat Reader view oa I8peech Engine that reads the text in the slides a
speech. However, Acrobat Reader is semanticallgeclto PowerPoint (since it also uses a visual umedi
and can also display pictures), and since the $pErgine can just read out the text in the slidespeech
it is considered to be less than perfect substitutdence, if it is not possible to use PowerPuietv in a
certain ubiquitous environment (because none ofitbelays run Windows), then it is better to replétc
with Acrobat Reader than with the Speech Enginevéier, if the ubiquitous environment has no display
or projectors available, then the Speech Enginebeamsed if there is a speaker in the room.

Semantic similarity between components is deterchinéh the help of ontologies that describe the
different kinds of components. Ontologies definbBierarchy of entities in the Active Space basedhwn
kinds of tasks they help users perform. This palescribes the algorithm used to determine how amil
two components are, based on the ontological likyarlt also presents the adaptation framework that
determines semantically similar components for eemmponent of an application, chooses one set of
components and recomposes them to generate thapmiwation.

A ubiquitous computing system is characterized t3yciontext information [15]. Typical context
information includes the location of a user in them, the location of devices, whether the devialesady
have some applications running on them, the presefother people in the room, the current actioity
the user and so on. Once semantically similar corapts have been determined using ontologies, contex
information is used to choose an appropriate sebofponents. For example, if there are multipleickesy
available in the new space to run a componentesbmts well as user preferences are used to chlibese
best device(s) to run the component on. Contexfrindtion and device availability also dictate wieetto
increase or decrease the number of presentatioondroller components in the application.

A prototype framework that supports mobile polynmdcpapplications for autonomic ubiquitous
computing has been developed. This system has thglron top of Gaia [16], a meta-operating system

that manages various physical and digital entitiean Active Space. Section 2 presents related waork



application adaptation. Section 3 discusses thévé@pace infrastructure in detail. Section 4 idtroes

the application framework. Section 5 presents tl@aGContext Infrastructure. The idea of application
polymorphism is introduced in section 6. Sectiosufmmarizes the application adaptation process and
section 8 introduces ontologies and semantic madcbf components. Section 9 discusses the applicati
adaptation process in detail and Section 10 demairst how the adaptation mechanism is used for
application migration and fault tolerance. Sectibh evaluates the performance of the framework and
presents the authors’ experiences in deploying @sidg the adaptation service in the Active Spaces
project. Section 12 discusses the framework andid®et3 concludes the paper with a brief discussibn

future work.

2. Related Work

Several research projects have contributed tongatio adaptation of applications, either during
migration or based on changes in device and netwap&logy. However, most previous work provided
little or no support for adaptation based on canteformation. Further, they did not have the cqrtoaf
substituting application components by other seivalty similar components. Also, application stiuret
was not altered during adaptation. The migraticamigwork presented in this paper enables flexible
adaptation by automatically decomposing an applinainto smaller components, each of which can
independently adapt to the environment and recoenlihile preserving the application semantics. The
framework also allows adaptation to different kirafsenvironments that have entirely different desic
and services. Also, the notion of autonomic ubimust computing, involving the facets of self-
configuration and self-repair, has not been explanedepth in other projects.

one.world [4] supports application adaptation bgthg to changes in device and network topology.
Adaptation relies on a discovery service to loaaeessary resources and adapt to changes in runtime
context. The project does not address semantiptatitan and does not support changes to application
structure.

iIMASH [12] focuses on data modification to supponbbility and adaptation of applications.
Modifications include basic graphical manipulatiptextual changes and wholesale deletion of da2h [1

The focus of polymorphic applications is on sermardhd structural adaptation of applications using



context information and hence significantly difféfrem that of IMASH. Data adaptation is facilitateg
service composition and is handled by the Gaiaecdrgware file system [6].

ICrafter [13] supports user interface adaptatioseldaon context of the local environment. The chief
objective of ICrafter is to enable users to intensith the environment using a variety of modaétiend
input devices. ICrafter provides support for Ul estiion, generation and adaptation and automatic
aggregation of services. The project does not addadaptation based on application semantics aesl do
not provide a framework for modifying applicaticnusture for fine-grained adaptation.

Banavar et al [1] propose an application model p@rvasive computing. The paper proposes
adaptation based on context information but dod¢saddress adaptation based on application semantics
and ontologies and the proposed application modes chot modify the structure of the applicationirmiyr
adaptation. Further, ontology classification isdug@ adaptation while the above projects use aolytext
information.

Aura [19] uses a distributed file system to trangiéormation for application migration. Adaptatiam
Aura is facilitated by two application abstractioSsippliers and Connectors. It also has the natfoself-
configuration by representing user tasks at a fegikel and then mapping each task to applicatiorts an
devices available at a location. It also has aomotif utility to discover the best mapping. The mai
difference between these systems and Gaia is llegt dssume a single-device application model while
Gaia uses a multi-device application model. Furthpplication adaptation in Gaia is based on ogio&d
classification and context information. Gaia alsofprms self-repair.

There has been a lot of work on semantic matchrgaléging ontologies [3, 9], especially for web
services [10, 20]. Ideas from some of these workgehbeen borrowed, especially in coming up with
degrees of match, and deciding how semanticallylairtwo application components are.

The WebUnify [5] project uses ontologies for contadaptation for devices. When the WebUnify
server is queried, it returns data that can betadap different device characteristics. The profecuses
primarily on content adaptation and does not addagglication adaptation to different devices.

The CoBrA[2] architecture provides a context-iniiegrsystem based on ontologies. It uses ontologies

for context reasoning and resolving inconsistemtext knowledge. The focus of the CoBrA systenis t



reason about context information. It does not ustologies for adapting applications to different
ubiquitous environments. Further, it does not pewan adaptive application framework.

The iIROS[19] system is based on an Event Heap amd soft-state maintenance and fast restart to
recover from failures. It, however, does not digroaiternative ways of configuring an applicatiarcase

of failures.

3. Active Space Infrastructure

The prototype active space is designed as a sysfteiatributed objects that manage various res@urce
such as laptops, handhelds, wall-mounted displagmeakers, lights, high-definition televisions,
microphones, touch screens, mobile phones, taliletad so on. Active space services are managed by
meta-operating system called Gaia OS [16]. Gasadistributed middleware infrastructure that cooadis

software entities and heterogeneous networked dgiontained in a physical space [17]. Figure Ivsho

some of the prototype Active Spaces. The architeaifiGaia OS is illustrated in Figure 2.

Figure 1. Prototype Active Spaces
The Gaia OS consists of three major building bloekke Gaia Kernel (consisting of a mechanism for
managing components along with various core sesyji@n Application Framework and Applications.
The Gaia Kernel consists of a Component Manage@ers for managing and deploying distributed
objects and a set of interrelated services. Thepooent Management Core is responsible for dynatyical
loading, unloading, transferring, creating and agshg various components and applications. Thadder

consists of several basic services — Event Man8gerice, Context Infrastructure, Context File Syste



Ontology Server, Presence Service, Migration SenApplication Adaptation Service, Fault Managed an
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Figure 2. Gaia OS Architecture

The Event Manager Service manages event distribinidhe active space. The Context Infrastructure
enables applications to query and reason aboutexbnhformation. The Context File System [6]
aggregates data from different mobile and heteregeas devices in the space and provides a unified vi
of the file system. The Ontology Server maintaims amtology hierarchy of various components and
devices in the Active Space. The Presence seretmxts digital entities that are present in thevacpace
using a heartbeat mechanism. The Migration Serngiadesponsible for application migration. It proesd
functionality to suspend and migrate an applicatitihe Adaptation Service is used to adapt an agpbic
to the current state and context of the Active 8pdthe Fault Manager handles application faults by
restarting failed application components. The SgRepository stores information about all softwanel a

hardware entities in the active space (e.g. nathattributes and description).

4. Gaia Application Framework

Applications in Gaia are built using an ApplicatiBramework, which reuses some of the concepts of
the Model-View-Controller paradigm [18]. Applicatis are composed of five components (Figure 3):
model, presentation, controller, adapter and coatdr [17]. Components can execute on the samealevi
or on different devices.

The model implements the logic of the application &xports an interface to access and manage the
application state. The model maintains a list gisered listeners and when the application’s statanges

the model synchronizes all listeners by notifyihgrh of the change [17].



The presentation component exports the state ofntleelel by converting it to a perceivable
representation. The representation can be audi@ovor any other form of representation that can be
perceived by the human senses. The presentatiopareat is registered as a listener to the modebeaisl
notified on a state change. The presentation ctsithe model, receives the state change and repsabe
state appropriately

The controller is the user interface to the framdwadhe controller communicates the user’s input to
the model, which changes the state accordingly. ciimroller also receives notifications from thedab
and updates its internal state to synchronize ofitler components of the application.

The adapter acts as an interface between the den@mod the model. The adapter maps inputs sensed
by the controller into method calls that match ifiterfaces exposed by the model. This enables relise
the same controller with different applications.

The coordinator manages the various componentseoépplication. It encapsulates information about
the composition of the application components araliges an interface to add or remove components
such as presentations and controllers [16]. Ialananaging the whole application and is hence ahasv

distinct from other basic components in Figure 3.

Adapter Model
/ Coordinator
| |
| |
Controller Presentation

Figure 3. Gaia Application Framework
Figure 4 shows owerPointapplication decomposed using the application fraonk. The model of
the PowerPoint applicatiorPPTMode) contains high-level state such as the name offithebeing
displayed and the slide number. The presentatichefipplication BowerPointViewer actually displays
the slides on some screen. The controN¥m@dowsSlideShowControlleis a GUI that allows navigating

through the slides. The adapter component mapsagsieins on the controller GUI to method invocasion



on PPTModel The coordinator component has information abobtckv components are part of the

application and which machines they are running on.

Adapter PPTModel
T / I Coordinator
Windows PowerPoint
SlideShow Viewer
Controller

Figure 4. PowerPoint application in an Active Space

5. Context Infrastructure

The polymorphic application adaptation procedureoistext-sensitive, which means that it makes use
of information about the context of the Active Spaehile deciding upon an appropriate way of adaptin
the application. Contexts that are used in ourgtype space include the location of the user, ttieity in
the room and so on. The Gaia Context Infrastrucfitd allows applications and services to acquire
contextual information easily, reason about it gsrarious mechanisms and then make decisions tmsed
the current context of the space. The infrastrigcisibased on a predicate model for context.

The Gaia Context Infrastructure consists of a nundfedifferent kinds of components (Figure 5).
Context Providersre sensors or other sources of basic contextniaiion (e.g. location sensors detect the
position of people in a roomontext Synthesizeget sensed contexts from various Context Provjders
deduce higher-level or abstract contexts from tisésple sensed contexts and then provide thesecdddu
contexts to other entities in the system. For exapgne of the Context Synthesizers uses rulegenrin
Prolog to infer the activity happening in a roonsdé on various factors like the number of peopléhén
room and the applications that are runninGontext Consumergr Context-Aware Applications and
Services) are entities that get different typesaritexts from Context Providers or Context Syntersi

They reason about the current context and adaptalyehey behave according to the current cont&kie



Context Provider Lookup Servicalows entities to find appropriate Context Prov&leThe Context
History Servicelogs past contexts that have been sensed or debyevarious context providers and
synthesizer. TheOntology Servermaintains ontologies that describe different typss contextual

information.

Context Consumer

ontext Consumer

Context
Provider
Lookup
Service

Context

Synthesizer

Ontology
Server

Context
Provider

Context
Provider

Context
History

Context
Provider

Figure 5. Gaia Context Infrastructure

6. Application Polymorphism

An active space application is characterized bytype and cardinality of the components and devices
to which they are mapped. A change in any of tledseacteristics is regarded stsuctural adaptationA
change in the type of the components is regardetgpes adaptatiorand a change in the cardinality as
cardinality adaptationDevice mappindnvolves mapping the various application composéeatavailable
devices in an Active Space. Figure 6 illustratepetyand cardinality adaptation of an active space

application.



Type Adaptation:

Adapter

PPTModel

Windows
SlideShow
Controller

T 1

PowerPoint
Viewer

Adapter PPTModel
Linux Acrobat
SlideShow Reader
Controller

T T

Coordinator

Coordinator

Cardinality Adaptation and Device Mapping:

Adapter PPTModel Adapter PPTModel |, g‘;r:g::
(laptop) (TabletPC) (laptop) (TabletPC) (plasma2)
) ) Acrobat - : Acrobat Acrobat
Linux SlideShow Reader Linux SlideShow Reader Reader
Controller (linuxpc1) Controller (plasma1) (plasma3)
(linuxpc1) (linuxpc1)

T

Coordinator
(laptop)

Coordinator
(laptop)

Figure 6. Type and Cardinality Adaptation for a slide-show application

In type adaptation, an application can change tthe bf controller or presentation component being
used. In the above exampleinuxSlideShowControllereplacesWindowsSlideShowControlless the
controller component of the slide-show applicati®imilarly, Acrobat Readercomponent replaces
PowerPointVieweras the presentation component of the slide-shovicapipn. Note thatPPTModelis
unchanged during type adaptation. The Gaia CofidxtSystem automatically composes data transcoders
services to convert slides from PowerPoint to PBimat for display in Acrobat Reader. The file syste

internally maintains a graph of different transasdavailable and searches for a path in this tdec



graph whenever it needs to convert data from ommdb to another. Type adaptation is facilitated by
semantic matching using ontologies. Semantic maggisi discussed in section 8.

During cardinality adaptation, the number of coldroand presentation components can change based
on the context of the active space, availabilitydefices and user preferences. For example, aStiole
presentation may be replicated to display slideslbplasma displays in a conference room activacep
Cardinality adaptation requires a context inferraygtem to specify the context rules of the spackuser
preferences. This is provided as an extensiondagplication adaptation framework. Once cardipadit
decided, the components are mapped to appropratiees in the Active Space. Figure 6 shows the
mapping of components to various devices. The @svice specified in parentheses below the component
name. For example, the new slide-show applicatias three presentation components instantiated on
plasma displays.

Application polymorphismis defined as a paradigm in which an application eaist in different
structural forms during its lifetime yet preservititge semantics of the application. The semanticanof
active space application is based on the taskshbadpplication allows the user to perform. Itide$ the
behavior of an application abstractly. Polymorphjgplications can adapt their structures to suit the
resources present in a ubiquitous computing enmem, yet allowing the user to perform the original
intended tasks.

A rough analogy is drawn between polymorphism imgoamming languages and application
polymorphism in Figure 7. Application adaptationtiiggered by various conditions, such as applicati
migration or when a device on which an applicatmmponent is running fails. This triggering is
analogous to a polymorphic method invocation in ddoject-oriented language. The next step in the
application adaptation process is to discover corapts that are semantically similar to the original
components and that are appropriate for the cumentext of the environment. This is analogous to
runtime type checking in a polymorphic method eallere the appropriate method is discovered based on
the runtime type and context of the object invoking method. The next step in the application et
process is to map the discovered components tooppate devices dynamically. This is analogous to

dynamic binding of method calls to appropriate iempéntations. Finally, the adapted application is



instantiated and executed on the mapped devicashwhanalogous to the actual method executidhén

object-oriented language.

Application Polymorphism Polymorphism in
Programming Languages
_ Adaptation Method
Trigger Trigger Invocation
Semantic
. _ Matching and Runtime Type-
Semantic Checking Cardinality check
Adaptation
Entity Association Device Dynamic
Mapping Binding
. IAptp"‘;f"‘ti?” Method
Instantiation nstantia an Execution
and Execution

Figure 7. Analogy between Polymorphism in Programmi ng Languages and Application

Polymorphism

7. Overview of the Procedure for Application Adaptation

In order to achieve the goal of autonomic ubiqutcomputing, applications must be able to adapt as

automatically as possible, with minimal user ingttion. Application adaptation is performed whemeve



the application needs to be re-configured autoraliyievhen it is migrated to a different environmemt

when it needs to be repaired automatically whenddrilge application’s components fail.

As described in the previous section, adapting @li@ation involves changing the structure of the

application. This adaptation is performed usingApplication Adaptation Service. This service takes

description of the current structure of the appigzaand returns a description of the adapted siracThe

Application Adaptation Service is called by othensces such as the Migration Service and the Fault

Manager to adapt the application upon migration apon detecting a fault. The Application Adaptation

Service uses the following procedure for adaptimgaplication (also shown in Figure 10).

1.

The structure of the application as well as itsrenir state is stored in an Application Customized
Description (ACD) file. The composition of the ajgaltion includes the classes and the cardinality of
different components. The state of the applicatitmiudes the state of the model of the application.
This file is passed to the Application Adaptatiandce.

The Application Adaptation Service queries the @ogg Server in the new space for classes of
presentations and controllers that are semanticathilar to the components listed in the old ACD.
The Ontology Server returns an ordered list of sdasthat are semantically similar to the old
presentations and controllers.

The Application Adaptation Service filters the laftclasses returned and removes those for which no
path exists in its transcoder graph between the fdatmats

For each candidate component class, the Applicaiaptation Service gets classes of devices that
can host the component class from the Ontologye®erv

The Application Adaptation Service then queries $ipace Repository to get instances of the classes
of devices (obtained from the previous step) thatavailable in the new space. The Space Repgsitor
is a database containing information about all cesi components, services and users in the active
space.

For each presentation and controller present inaghaication, the Migration Service decides the
cardinality and the devices on which the componentst be instantiated. It makes use of rules
involving the context of the new space and prefegsrof the user. Alternatively, the user can also

specify the devices that components should be ntbfapesing a GUI.



7. The Service finally returns a description of thegtgd application in the form of an ACD.

8. Semantic similarity of application components

Before delving into the details of the algorithine thotion of semantic similarity between concepts i
defined. In particular, this work develops the antof semantic similarity between different apptica
components. Semantic similarity is inferred usingptogies that describe the different types oftergtiand
their properties.

Each entity in the Active Space has an OWL filegafi the standard formats of the Semantic Web)
associated with it that describes its propertisgdrticular, all application components have anlOfi
describing their properties. This file describesioigs semantic properties of the component sucthas
tasks it can perform, the classes of devices #ahost it and the data-formats it can understand.

The ontologies also create a hierarchy (or a tamy)®f all the entities in a space. This hieraréhy
based on functionality and behavior. A portion luthierarchy is shown in Figure 8a. The figureveho
some of the kinds of entities in the space andairiiqular, shows some kinds of application predenria
components. The hierarchy, for instance, spectfies subclasses dPresentation Visual Presentation
and Audio Presentationlt also further subclass&&sual Presentatiorinto Web Browserimage Viewer
SlideShowandVidea Ontologies allow a class to have multiple parensoVideois a subclass of both
Visual Presentatiorand Audio PresentationThis hierarchy helps in identifying how similanyatwo
entities are. The semantic similarity of two epsitcan be defined in terms of where they are pleglative
to one another in the hierarchy. Besides, thisanddry offers all the advantages of a class hieyairtlan
object-oriented language — for example, child egiautomatically inherit the properties and caists of

the parent entities.
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Controller

AN

Visual Controller Audio Controller
SlideShow Speech
Controller Controller
File Selector T
EntryViewer Gaia

SpeechRecognizer

Handheld Linux Windows
SlideShow SlideShow SlideShow
Controller Controller Controller

Figure 8b. Controller hierarchy in Gaia
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Similar hierarchies exist for different types ofntwllers (Fig. 8b), devices (Fig. 8c) and opermtin
systems. Besides, the ontology defines relationsdsn different concepts. One of the relationshis t
requiresDevicerelationship which maps application components t@Baolean function on devices

(represented dx(Device)).

requiresDevice : ApplicationComponent -> b(Device)

For example,
requiresDevice(PowerPointViewer) = PlasmaScreen UDesktop U Laptop U TabletPC
This means that theowerPointVieweran only run on ®@lasmaScreerTablet PCor aDesktop Similarly,
the GaiaSpeechRecognizefass in the controller hierarchy maps to Mierophoneclass in the device
hierarchy.

Another such relation iequiresOShat maps application components to operatingesyste.g.

requiresOS(PowerPointViewer) = Windows

8.1 Ontology Server

An Ontology Server maintains all the ontologiesGaia. Other entities in Gaia contact the Ontology
Server to get semantic descriptions of entitieth@space as well as to find concepts (or claghas)are
semantically similar to other concepts. The Ontpl@grver uses a Knowledge Base to reason about
concepts in the system (for example, to performicklgqueries like subsumption, classification and
satisfiability of concepts — which are required fording semantically similar classes). The Knovged

Base is implemented using the Jena reasoning efigih¢hat is based on description logics.



8.2 Semantic Matching between concepts

One of the most important uses of ontologies iivaapaces is in finding classes (or concepts)atat
semantically similar to other classes. This processalso referred to as semantic discovery and
matchmaking. It allows discovering classes of smwithat meet various constraints based on semantic
information about these services and not just basedyntactic descriptions. The key concept behind
semantic discovery and matchmaking is a “semantéryj, which seeks to match “conceptually similar”
concepts even though they may use different termgies.

The process of finding semantically similar consapgkes use of the ontological tree structurehib t
study, an adapted version of the algorithm propdsgdsonzalez-Castillo, et al. [3] is implemented.
According to the algorithm, for any two concef@$andC2, C1lmatche<C2 with a certain similarity-level
if:

Clis equivalent t&C2, with similarity-level O or

Clis a sub-concept @2, with similarity-level 1 or

Clis a super-concept @22 who's intersection withC2 is satisfiable oiIC1 is a sub-concept of a
super-concept a€2 whose intersection witB?2 is satisfiable, with similarity-level 2+i, whereasi the
number of nodes in the path in the ontology hidragraph fromC2 to the relevant super-concept of
c2

The first set includes classes that are effectittedysame (but may be described using differenidgr
For example, the same PowerPoint application mageiseribed aBPowerPointin one space and &PTin
another space. If the fact that these two termsrtiga same thing is available, then their equivaderan
be deduced.

The second set of classes includes those that@e specific than the query class — i.e. they fyadils
the properties of the query class. So, a quensfateShowalso returnd?owerPoint AcrobatReadeand
GhostScript

The third set includes those classes that are tmses children of ancestors of the query class.

The search is limited to juf®resentationand its subclasses, sinBgesentationis of interest. In

addition, only leaf nodes are considered, sinceelare the most concrete classes. As an examgiesrg



for Presentationcomponents that are semantically similar RowerPointViewergives the following
classes:
Similarity-level 0 :PowerPointViewer
Similarity-level 1 : None {Sinc€owerPointViewehas no subclasses}
Similarity-level 2 :AcrobatReaderGhostScript
Similarity-level 3 :InternetExplorer Paint, WindowsMediaPlayer
Similarity-level 4 :WinAmp GaiaSpeechEngine

Therefore,AcrobatReaderand GhostScriptare inferred to be closest, semantically,PlowerPoint
Hence, if transcoders from the data formats undedstby PowerPoint(i.e. ppt files) to the formats
understood by one of these two (i.e. pdf or psfiean be obtainedcrobatReadenr GhostScriptcan
potentially be substituted forPowerPoint The next closest ardnternetExplorer Paint and
WindowsMediaPlayerSo, if AcrobatReadeand GhostScriptare unusable for some reason, transcoders

from ppt to html, an image file or a media file damsearched.

9. Application Adaptation

When an application has to be adapted, either guapplication migration to a new space or when a
device running an application component fails, scdption of the structure of the application id te the
Application Adaptation Service. This service makse of ontologies, context information and pre-okdi
rules to generate a new structure for the adagiptication. The Application Adaptation Service (&g
10) supports two adaptation modes: manual and aitonin the manual mode, users interact with a GUI
tool to select a mapping of components to devideigevin the automatic mode the Application Adaptati
Service does this automatically using the contefdrimation of the space and pre-defined rules.

The structure information of an active space apfitim is stored in an Application Customized
Description (ACD) file when the application is iastiated. An ACD can be thought of as analogouanto
executable file of a computer. The ACD also corgahe path of the file that stores the applicattate.
This file is periodically updated to reflect theatst of the application. A sample ACD of a slideshow

application is shown in Figure 9.



Application =
{
Model =
{{ ClassName = “PPTModel”,
Hosts = {{"desktopl.aspace.cs.uiuc.edu”}},
h
Presentation =
{{ ClassName = “PowerPointViewer",
Hosts = {{*plasma.aspace.cs.uiuc.edu’},
{“touchscreen.aspace.cs.uiuc.edu”}},
h
Controller =
{{ ClassName = “WindowsSlideShowController”,
Hosts = {{*pda.aspace.cs.uiuc.edu}},
h
Coordinator =
{{ ClassName = “Coordinator”,
Hosts = {{*desktopl.aspace.cs.uiuc.edu}},
h
State =

{{ Path ="“/aspace/bill/ss_state.dat”,
I

Figure 9. ACD of a slide-show application
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Figure 10. Application Adaptation Service

9.1 Type Adaptation based on Ontologies

Type adaptation refers to a change in the typ®ofponents used when an application is adapted in an
Active Space. During type adaptation, the contradied the presentation components may be replaged b
semantically similar components if the original gmments cannot be supported.

For each presentation and controller componentAfiication Adaptation Service gets the set of all
compatible component classes and their levels roflaiity to the original component by querying the
ontology server. It also checks to see if therestexa path in the transcoder graph linking the two
component classes. The Context File System [6] afaGupports automatic transcoding of data by
composing various transcoders. This work reusessafithe earlier research done in transforming tata
different formats using graphs such as [14]. Ifpah exists in the transcoder graph, then the coemo
class cannot be used and so is discarded. Theatiggetation phase generates a component table &8s sho

in Figure 11.



Semantic level Component Class
0 PowerPointViewer
2 AcrobatReader
2 Ghostscript
3 InternetExplorer
3 Paint
3 WindowsMediaPlayer
4 WinAmp
4 GaiaSpeechEngine

Figure 11. Component Table for the PowerPointViewer component gemated from type

adaptation

9.2 Device Discovery

The ontology server also provides information oriclttlasses of devices can host various classes of
components. The Space Repository (which is a dsgabhall entities in an Active Space) is then eer
for these classes of devices. Figure 12 gives ampke of a component-device table after device

discovery.



Presentation Component:

Semantic level Component Class Device
0 PowerPointViewer
winpc1, winpc2, plasmat,
2 AcrobatReader plasma2, plasma3, plasma4
2 Ghostscript plasma1, plasma2, plasma3,
plasmad4, linux1, laptop1
3 InternetExplorer tabletpc1, tabletpc2
3 Paint pda1, pda2, pda3, winpc1,
winpc2
3 WindowsMediaPlayer speaker1, speaker2
4 WinAmp laptop1
4 GaiaSpeechEngine speaker1, speaker2

Controller Component:

Semantic level

Component Class

Device

0 WindowsSlideShowController

2 LinuxSlideShowController pdat, pda2, pda3
3 EntryViewer laptop1

4 GaiaSpeechRecognizer mio-pe

Figure 12. Component-device table of slide-show application after diee discovery

9.3 Cardinality Adaptation and Device Mapping

Once the Application Adaptation Service has adfgtossible devices for each component class én th
component-device table), it chooses the one or nuiréhese devices for hosting the application
component. This process involves cardinality adapta(choosing the number of presentation and
controller components in the adapted applicationj device mapping (choosing which of the available

devices are to be used for hosting the components).



The Application Adaptation Service supports two e®dor cardinality adaptation and device
mapping: automatic and manual. In the automatic enadntext information of the Active Space and
context rules determine the set of components awitels that form the new application structurethia
manual mode, the component-device table is predemotehe user in a GUI. The user can choose the
required components to build the application stret The application adaptor service generates@p A

for the new application structure. The two modesdiscussed in detail.

9.3.1 Automatic Mode

The Application Adaptation Service does cardinadithaptation and device mapping using pre-defined
context-sensitive rules. The rules, specified ial®y, could prevent certain devices from being uéed
example, if a display is already being used entibgl another application, then it cannot be usedigplay
something else). If no device can host the comppokass, then it tries component classes of thé nex
similarity level. There are two types of rulespace-levetules (that are set by a system administrator for a
certain space), angser-levelrules that specify a user’s preferences. Both tiygses of rules are used to
decide appropriate devices, though the space-telest have higher priority. These rules allow tgkihe
current context of the ubiquitous computing envin@mt into account while choosing the devices ta hos
the application components. Some of the types afect information that have been found relevant and
useful while making the choices are location of glecin the environment, applications running on
different devices in the environment, the curresitvity in the environment and the properties ofieas

devices. A subset of such rules is shown below:

canHostPresentation(x, y) :- isSlideShow(x), isPlasma(y),not(runningVisComp(y)).

/*i.e. a Plasma Screen that is not displayingtla@r visual component can be used to host a stides*/
isSlideShow(x) :- subClass(x, ‘SlideShow’).

/* a slideshow application is one that is a sabslof SlideShow as defined in the ontology*/

isPlasma(y) :- instanceOf(‘PlasmaScreen’, y)

canHostPresentation(x,y) :- isWebBrowser(x), isTabPC(y), not(runningVisComp(y)).

[*i.e. a Tablet PC that is not displaying anothisual component can be used to host a web bréfvse



isWebBrowser(x) :- subClass(x, ‘WebBrowser’).

isTabPC(y)  :- instanceOf(TabletPC, y).

There are also rules that specify the cardinalitg component in the application. For example,la ru
can specify that all available devices in the roshmuld be used for hosting the component, or aicert

number of them should be used. For example,

presentationCardinality(X, Y, all) :- roomActivity(presentation),

userRole(Presenter), isPlasma(Y).

/*All devices of type Y are to be used for the mmtmtion of component X*/.

The Application Adaptation Service, thus, finds ooe more devices to host presentations and
controllers. If there are many candidate solutignshooses one randomly. It is assumed that ptaSens
and controllers, and the devices they are hostedrerindependent, i.e. the choice of a certaingntation
component and a certain set of devices for it daddnfluence the choice of controller class ortcolter
devices and vice-versa. This assumption is baseth@ract that the application partitioning framekvo
splits an application into functionally independenmponents. Once the Adaptation Service deduaes th

complete application structure, it generates an AKGD describes the application structure.

9.3.2 Manual Mode
In the manual mode, the adaptation service provadesteractive mechanism to the user to choose the
set of application components that comprise thdidn. The graphical interface to the manualpea
is shown in Figure 13. The component-device tablaioed after device discovery is presented tautes
in the above GUI. The user chooses the set of cagmie and the devices on which the componentoare t

be instantiated. The adapter generates an ACD tistnghosen components and devices.
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Figure 13. Graphical User Interface to the Manual Adapter

10. Application Adaptation Use Cases

The application adaptation mechanisms describeleirearlier sections have been used in aiding two
critical processes in an autonomic ubiquitous camguenvironment — Application Migration and Fault
Tolerance. Both these processes require applicatioradapt in different ways. Application Migration
requires mobile applications to adapt to the défferresource availabilities and different contartshe
environments they move to. Fault Tolerance requamsications to adapt to failure of one or moreickes
or components. Our application adaptation proceadlloavs self-configuration of the application dugin

application migration, and self-repair to achieaalf tolerance.

10.1 Application Migration

Application migration is enabled by a Migration Bee. The graphical interface to the Migration
Service is shown in Figure 14. A user triggers @pgibn migration by specifying the destination ket

Space and the adaptation mode through the graphtesface.



Figure 14. Graphical Interface to the Migration Service

The steps involved during application migration ahewn in Figure 15. The steps are numbered for
convenience. (1) When migration is triggered by mhigration service GUI, the service sends a suspend
message to the application. (2, 3) The applicad@ves its state in the context file system and séagdk
its ACD to the migration service. (4) The migratiegrvice contacts the migration service in theidatbn
space and sends the ACD. (5) The destination spageation service contacts the local application
adaptation service for generating an ACD for thacsp (6) The adaptation service sends back the new
ACD to the migration service. (7, 8) The migratiservice contacts the context file system of therc®u
Active Space and obtains the saved applicatioe.s(8) The migration service instantiates the aagilon

and executes it.
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Figure 15. Application Migration across Active Spaces

The ACD can be transferred manually by storingfileeon a handheld or wearable device and loading
it to the Migration Service of the target spacea{agising the GUI in Figure 14). A third alternatiis to
use the file reference since the ACD is a filetie Context File System. Note that all components an
services in the system are CORBA components that hglobally unique identifiers called IOR
(Interoperable Object Reference). This allows s&wj such as Context File System, of other acpeees

to be uniquely identified and accessed.

10.2 Fault Tolerance

A ubiquitous computing system has heterogeneougcelgvapplications and services. Faults may
occur due to device failures, network disconnesi@pplication and service errors. The Gaia OSatosit
a Fault Manager to tolerate some kinds of faultstie system that result in application failures.
Specifically, it allows recovering from failures afpplication components arising due to device §ult
operating system faults or network disconnections.

When an application component fails, the Fault Mgenas notified by the Presence Service (which

detects failed components when they no longer peniddic heartbeats to it). The Fault Manager takes



ACD of the application and obtains a new ACD frdra Application Adaptation Service. The new ACD is
compared with the old ACD to determine the setahponents that have to be started. The Fault Manage
starts those components and synchronizes themthétlother components of the application. Figure 16
shows the steps involved in handling an applicaféadt in the system. The steps are numbered iottier

in which they happen.

(1) An active space application periodically chemkgs its state in the context file system. The
application developer decides what state infornmatibthe application is to be saved. For exampleq i
slide-show application, high-level state includithg file-name and slide number is saved. This isedo
only for convenience of implementation and the exsystan be extended to take the memory snapshot of
the application. (2) All components in the Activpa8e periodically send “I'm alive” messages, called
heartbeatsto the presence service. When an application ool fails either due to faults in the device
on which it is executing or due to other factor® tomponent no longer sends heartbeat messages. Th
work assumes applications to be fail-stop i.e. thuggtion correctly or a failure stops the applicatfrom
functioning. Fail-stop behavior occurs due to devimults or application crashes that causes thkcafipn
to stop operating. This is in contrast to Byzantfagalts where failed entities do not stop but preu
incorrect results. Byzantine faults are not addréss this work. Therefore, when the presence serféils
to receive heartbeat messages from an applicatioponent it concludes that the component has failed
Heartbeat messages may not be received due netlisminnections. This implies that the component is
not reachable on the network and is therefore dteas a component failure. (3) The presence service
informs the Fault Manager of the failure of the laggtion component. (4) The Fault Manager sends the
ACD of the application to the application adaptatiervice. (5) The adaptation service generateswa n
ACD for the application. (6) The Fault Manager camgs the old ACD of the application with the new
ACD, determines the application components thatiieeébe started or terminated and starts or teresna
them.

Figure 16 also depicts an example scenario ofrfaitd thePowerPointViewecomponent of the slide-
show application. The adaptation service determ@tesstScriptas a substitute fd?owerPointVieweand

triplicates the components based on the conteatrimdtion of the Active Space at the time of failure
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Figure 16 Application Fault Management in an Active Space

11. Implementation, Evaluation and Experiences

A prototype system has been built and it has bessd to adapt applications in the two use case
scenarios described earlier. This application atapt is used while migrating applications between
various rooms in the Computer Science buildinghefWniversity of lllinois, as well as for recovegifrom
failures. Each room in the building is a differédtive Space. One of the rooms is a lab that iSpgmpd
with 5 plasma screens, 2 tablet PCs and variousosgrior detecting location based on RF badges. The
other rooms are offices and conference rooms. Aineofypically has one or two desktops and a laptop
Some of the offices only have Linux machines wrolkbers have Windows and Linux machines. A
conference room has a number of laptops and aesaaghputer connected to projector. PDAs can be used
in all rooms. The adaptation framework and the Idlign Service are used to migrate applications like
slideshow applications, music playing applicatiems web browsers between various rooms. Different
spaces have different kinds of devices and alse Héferent types of application components inetalffor
example, some spaces have WinAmp installed whilerstdo not). The framework adapts the applications
as they migrate depending on the application compienand kinds of devices available.

The performance of the adaptation service has bealuated by measuring the response times of the
individual phases of the adaptation process, vize tadaptation, device discovery, cardinality astmh

and device mapping, and application componentntesta



The type adaptation phase takes an average tid®805ms on a Pentium M 1.70GHz machine with
1GB of main memory. The device discovery phase assemple database lookup and so its performance
was not measured. The performance of the cardinadiaptation and device mapping phase in automatic
mode depends on the response time of the cont&asiructure. The context infrastructure uses Ryolo
XSB 2.5 running on a Pentium IV 2.0 GHz machine.

Figure 17 shows the time to restart a failed orratggd component from the time it was instantiated o
a device. The components were restarted on a Pent¥u2.0 GHz machine with a 100Mbps Ethernet
connection. It can be observed that the model coenmts take longer than other components to restart

since the model contains the state of the apptinati
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Figure. 17 Component Restart Time

The system reduces the number of tasks users petfomigrate applications. Earlier, users had to
save applications explicitly, carry the saved fifgsysically or ftp it to the new room, find appragte
devices in the new room and restart it. Also, soifrthe state (such as the slide number of a prasentor
the exact location within a song) was lost. Thistesn allows users to just choose applications grate to

a new space and the migration happens automaticallfthe same time, this system allows users to



override the system choices or manually specifyatesvto map different application components tausth
users still have control over the migration procegsch is an important element in any proactivstem.

The fault manager uses the adaptation serviceoferating a subset of application faults that resul
application component failures. When an applicatomponent fails due to network disconnections or
usage errors, the fault manager determines an ppat® device in the Active Space to restart thieda
component. Without this service, users had to oh@di®rnative devices, start application components
the devices and connect them to the applicatior.f&hlt manager automates this process and thusesd
the effort required by the user to recover fronitiau

In order for the system to choose appropriate @svio host application components, one needs to
write rules that allow the system to infer the bestsible devices for the current context of the
environment. The framework for sensing and usingtexd information allows writing rules involving
context predicates easily. However, the system maidirétor is still responsible for writing rulesathmake
sense for different contexts. Users also have ttewules in order to personalize the choices niadthe
system. Framing these rules requires a high leYelurwerstanding of the ubiquitous computing
environment and the kinds of tasks it will be uéed and hence, it is not a trivial process. Heraee
element of future work is the use of machine leagrépproaches to generate these rules based on user

behavior in different contexts automatically.

12. Discussion

Application polymorphism allows ubiquitous computianvironments to be self-configuring and self-
repairing since applications can change their sirec automatically in order to adapt to different
environments and to recover from failures. The nagaumption of this system is that applications are
developed using a model-view-controller frameworkeve an application is made up of a number of
distributed components which can be adapted indkputly. This framework allows applications to be
partitioned across multiple devices and to adapfeity flexible manners — e.g. a PowerPoint view ban
substituted by an Acrobat Reader or an InternetidEgp view. However, this also means that legacy
applications, that are not developed using thiméwaork, need to have wrappers or other components t

allow them to be adapted using the polymorphiscméaork. This is one key difference between this



system and other systems like ISR (Internet Susmardt Resume) [7]. ISR migrates a user’'s entire
computing environment and hence cannot adapt ihdaliapplications.

Another assumption that we have made in our framievi® that the different components in the
application can be adapted independently. Thisdeae for computational reasons, in order to redhee
search space of different possible adaptation. Mewehis assumption may not always be valid, sthee
choice of presentations and controllers may be-pendent. For example, if a plasma screen isesho
as the presentation device for displaying a wele pteen the controller device should preferabllose
to this plasma screen. In future, we are planninpok at other ways of expressing and reasonirmgiiab
these inter-component dependencies.

While this paper uses the running example of vigwstideshows, other kinds of applications can
make use of the framework. The ontologies showridgiire 8 give an idea of the kinds of presentatind
controller components that can be adapted, anddéwices that can be used. All that is needed are

trancoders for converting data between the diffefemmats used by the various components.

13. Conclusions and Future Work

A typical ubiquitous computing system consists efellogeneous devices, services and applications.
Adaptability of applications to ubiquitous enviroants is essential for a seamless experience teraTise
adaptation should be as automatic as possibledier @0 prevent burdening the user with having tdgom
multiple configuration actions.

This paper proposed the concept of applicatiogrmpotphism that enables an application to modify its
structure to adapt to the resources in a ubiquitaraputing environment. The application framework
allows an application to be decomposed into smaltenponents each of which can be independently
adapted and recomposed to obtain a semanticallifasi@pplication. The adaptation mechanism uses
ontologies and context information to choose appate components and devices to form the new
application. The adaptation service has been useddplication migration across Active Spaces and f
tolerating a subset of application faults in ani¥eiSpace.

Future work includes enriching the ontologies witlbre semantic information and exploring other

optimization techniques. In the current implemdotatof cardinality adaptation based on context



information, each application component is adapbedependently. An interesting area of future

exploration is designing more complex context riitesnable adaptation of dependent components.
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